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Abstract

The concept of Shannon entropy is applied to the distribution of chips during a poker tournament. Several 
general properties of entropy in this situation are derived (such as its tendency to drop to zero over time) and 
two real-life tournaments are analyzed. Entropy in these tournaments behaves as predicted; it also shows 
other characteristics, such as the tendency to remain relatively large, > 90% of the maximum calculated 
entropy. This normalized entropy increases significantly over the course of one tournament, but not another, 
possibly because of different rates of perturbation.

Introduction

Poker is a card game which has seen a surge of popularity in recent years, including televised tournements 
and internet gaming  Each player has a store of chips (a 'stack') from which they may bet based upon the 
formal constraints of the game as well as their subjective assesment of the cards they have been dealt and 
their competitors' apparent standing. Players take turns paying a 'blind', an obligatory enterance fee for 
participating in the tournament. The blind grows monotonically and without bound; it also sets the minimum 
bet, forcing players to make larger and larger bets with time. After the initial blinds are posted, players take 
turns betting on their hands, placing their bets into a collective 'pot'. After the betting, a winner adds the pot to 
their stack. Thus, during each round of play, the distribution of chips changes. A player may continue until 
they run out of chips; if their stack is insufficient to post a blind or a full bet, they are compelled to post their 
entire stack ('all in'). The tournament continues until one person holds all of the chips. For the purposes of this 
discussion, the details of the betting and hand evaluation are not relevant, only the moverment of chips.

Statistical thermodynamics provides a tool for analyzing distributions: entropy.  Entropy was originally 
defined as a measure of how dispersed energy is in a system. When the energy of a system is concentrated 
into a small number of the available states, the system has low entropy; when the energy is spread out evenly 
among the states, the entropy is high. The mathematical definition of thermodynamic entropy can be extended 
to any distribution or random variable, yeilding the more general concept of Shannon entropy (Shannon 
1948). By treating the distribution of chips between players as a random variable, the information-theoretic 
entropy of the arrangement of chips may be calculated as a function of time. 
Literature Review

A review of Google and Google Scholar revealed a number of people using poker as a loose analogy for the 
laws of thermodynamics; the formal constraint against bringing chips to or from the table is equated with 
conservation of energy, for example. No results reproducing the approach taken here were found. The most 
relevent result seemed to be on 'Universal statistical properties of poker tournaments' (Sire 2007). This paper 
models a poker tournament with a few simple assumptions and collects real-world data from internet 
tournments and televised events, finding good agreement between the statistical features of the two. The 
paper also includes a review of work done on poker games, which 'concentrated on head-to-head games ... 
obtaining the best strategy in terms of the value of the hand and the pot'; it finds no precedent for the study of 
large-scale poker tournaments.
Entropy has long been a tool for analyzing complex systems (e.g., Langdon, 1990) and seems a natural one 
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Theoretical Considerations

Given a discrete random variable X with possible outcomes a1 ... an, and probabilities p1, ..., pn respectively, 
 Shannon entropy is defined (Shannon 1948):

1) S(X) = -Σ pi * ln (pi) 
ln(0) is defined to be zero to allow for events with probability 0.

Consider a round of poker containing n players; each player i has a stack of ci > 0 chips (the nonzero 
condition represents the fact that a player with no chips left is no longer in the tournament). The distribution 
of chips is defined:
 
2) D(i) =ci 

The present study examines the case in which no chips enter or leave the tournament, thus the total number of 
chips C is constant:

3) C = Σ ci

The distribution D may be converted into a probability distribution by dividing each player's stack by the total 
number of chips in play:

4) P(i) = D(i)/C

When P is used as the probability distribution for a random variable over the set of players 1 ... n, its 
interpertation is clear: for a given chip, P(i) is the probability that the chip came from the holdings of player i. 
Combining equations 1 and 4, we can calculated the entropy of a distribution of chips. Finally, because the 
distribution is a function of time t, (which is discrete and measured as the number of hands which have been 
played), the entropy of the tournament is also a function of time, S(t).

From these first principles and the formal constraints of the game, we can derive some general results:

i. First, we calculate upper and lower bounds for S.  Entropy is maximized when the chips are evenly 
distributed among the n players; this situation has a probability distribution

5) P(i) = 1/n

Combining equations 1 and 5, we get the maximum entropy:

6) Smax = - ln(1/n) = ln(n)

Calculating the minimum entropy is somewhat more complicated. Entropy is minimized when the chips are 
more concentrated; at first glance, it would appear that Smin occurs when all of the chips belong to one player. 

for analyzing chip distributions. Additionally, it has been used to understand economies as physical systems 
not merely bound but driven by physical laws (Annila and Salthe 2009). By describing an economy as an 
'energy transduction system', the authors find that the ultimate goal of an economic system is not only to 
generate entropy, but to self-organize into a configuration which maximizes entropy production. They extend 
their arguments to ecosystem behavior as well. To the extent that a poker tournament may be considered a toy 
model of an economic system, analysis of such tournaments may give insight to thermoeconomics. 



However, when n>1, this distribution violates the requirement that the players have a nonempty stack. 
Therefor, Smin actually occurs when all players but one have a certain atomic unit ε. This is the smallest 
allowable subdivision of the chips, much like the penny is the smallest subdivision of US currency; a player 
can not gain, lose, or hold less than one ε (we assume that all players start the tournament with an integer 
multiple of ε chips). The value of ε is here defined as the small blind at the start of the tournament. ε having 
been defined, the minimal entropy distribution may be defined:

7) Dmin(i) = { C-ε*(n-1) if i=1
ε else}

From Dmin,minimal entropy can be calculated:

8) Smin = -ε*(n-1)/C * ln(ε/C) - [1-ε*(n-1)/C ]* ln(1-ε*(n-1)/C)

This equation is somewhat cumbersome, but for ε/C << 1 (which is generally the case), Smin is approximately 
zero.

ii. Over a sufficiently long tournament, the number of players, n, will decrease monotonically to 1. This is a 
consequence of the formal structure of the game: once a player runs out of chips, they are removed from the 
tournament. One could imagine a scenario in which n does not decrease because the chips simply circulate. 
Such a scenario is ruled out by the fact that the blind grows without bound. If the blind gets as large as C 
without eliminating a player, the next round of betting necessarily will. 

iii. By definition, Smin <= S <= Smax. Both Smin and Smax trend to zero as n -> 1, implying that S -> 0 over the 
course of the tournament. This is, of course, in stark contrast to physical thermodynamic systems in which 
entropy necessarily increases with time. 

Data Collection

Online poker sites have high traffic and provide tournament histories by email. However, the histories are 
only available to tournament participants. This situation lends itself well to 'citizen science,' the direct 
involvement of volunteers in data collection (Cohn 2008). Interested parties were invited to participate by 
messages on poker-themed internet message boards by submitting tournament histories. 

These histories are text files recording details of the tournament, one hand at a time, in great detail. Relevent 
information was extracted from them with using a script based on Python's regular expression library. 

Preliminary Results

As only a small number of participants have submitted tournament histories, at present there is not enough 
data for a comprehensive analysis; nonetheless, these data lead to some interesting observations. 



Figure 1. The fortunes and entropy of Tournament A. The top graph shows the distribution of chips among 
the players. The bottom graph shows the entropy of the tournament (green) as a function of time; its upper 
and lower bounds are shown in red.

Figure 1 shows a tournament containing ~65 hands (Tournament A). As expected, the calculated entropy is 
between the theoretically determined bounds, and decreases over time. One result that was not obvious from 
theoretical considerations was that the measured entropy was at all times very close to the calculated 
maximum (94.6 +/- 2.5% Smax (mean +/- standard deviation)). 

It also appears that, after the loss of a player (the stair-steps) entropy is taken to a relatively low state, after 
which it slowly rises again (eg, hands 6-25, 40-57) This makes sense: a player leaves the tournament by going 
all in and losing, which transfers a typically large sum to a single player. As play continues, these winnings 
are slowly redistributed amongst the remaining competitors, raising the entropy. Interestingly, it appears as 
well that this trend reverses, with entropy falling shortly before the loss of a player (eg, hands 25-48, 57-62). 
The statistical significance of these observations still needs to be determined. 

To remove the effects of player dropout, the entropy at a point in time may be normalized by comparing it to 
the maximum possible entropy:

 Snorm = S / Smax. 

Whereas S necessarily trends towards zero, in this case Snorm slowly trends upwards (see Figure 2.)  



Figure 2. Normalized entropy (Snorm) vs. time for tournament A. The sharp dip at the end may be a 
pertubation caused by the loss of the green player around hand #63. (See top of Figure 1.) A linear regression 
was applied to the data with this dip removed (green; m = 6.0*10-4 hand-1; r = 0.43; p = 0.0005 ) and to the 
data set as a whole (red; m = 4.2*10-4 hand-1; r = 0.306; p = 0.012 ). 

The only other suitable tournament currently available (Tournament B) is shown in Figures 3 and 4. In this 
tournament as well, entropy remains fairly close to the maximum. (93.9 +/- 7.9% Smax (mean +/- standard 
deviation). Obviously, Snorm <=1, so the standard deviation overestimates the upwards variation.) The upward 
trend in Snorm does not appear in this tournament.

Interestingly, when we exclude the catastrophic endgame, the normalized entropy appears to have an upward 
curvature - compare to the blue line in Figure 4. This curvature, spanning across the loss of players, is in the 
opposite direction of the possible downward curvature of the trends seen between the loss of players in Figure 
1. Again, the significance of this curvature needs to be examined. 
Discussion

The tournaments analyzed above behave as expected, with S obeying expected constraints and appearing to 
fluctuate appropriately with changes in chip distribution. In both cases, the entropy tends to be quite high 
compared to the maximum theoretical entropy; tournaments typically ran at more than 90% Smax. One 
tournament (A) shows a significant upward trend in Snorm; more data to confirm this phenomenon, but it is 



Figure 3. Another tournament history. Again, the entropy remains relatively close to the theoretical 
maximum, with a large perturbation towards the end of the record, related to a rapid sequence of 
redistributions between red and magenta (70-end). 

Figure 4. Normalized entropy, Snorm, for the tournament shown in Figure 3. Again, there are large 
pertubations at the end of the tournament which appear to skew a trend through the full time series; again, 
linear regressions are calculated including (red, m= -8.21 *10-4 hand-1; r = -0.231; p = 0.043) and excluding 
(green, m= 8.29 10-5 hand-1; r = 0.057; p = 0.6) the perturbation. The blue line is the mean for the data 
excluding the endgame, showing what appears to be an upward curvature in the residuals (the mean is an 
overestimate in the begining and end of the time series, and an underestimate in the middle.) Again, the 
significance of this curvature needs to be investigated.



Conclusion

Entropy can be defined for a distribution of chips in a poker tournament; it can be interpreted as a measure of 
how evenly distributed the chips are at a moment in time. Although entropy is constrained by the formal 
structure of the game to trend to zero over time, it remained very close to the theoretical maximum (Smax) at 
all times in the tournaments analyzed. Furthermore, in one tournament, the normalized entropy (Snorm) trended 
significantly upwards over time. That this was not observed in tournament B may be attributable to the faster 
pace of B. If this is the case, it could be tested by comparing rates of increase in Snorm to the controlling 
parameter for the pace of a tournament (the rate of blind increase). Clarifying these and other observations 
(such as the catastrophic shifts in entropy signalling the endgame of each tournament), and understanding 
their physical meanings, requires the analysis of more data. There are dimensions for future exploration, 
including the effects of consolidation in multi-table tournaments and the exploration of open systems, i.e., in 
which C is not conserved. 
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interesting in light of the discussion in (Annila and Salthe 2009). Tournament B does not show a trend in 
Snorm. This is possibly because, compared to tournament A, players drop out twice as fast (a loss of 0.045 
players/hand in A vs. 0.090 players/hand in B.) It is conceivable that the frequent perturbations may have 
overwhelmed an upward trend. The difference in dropout rates is likely ultimately due to differences in the 
rate at which blinds are raised (0.045 raises/hand in A vs. 0.064 raises/hand in B.) (Sire 2007) also found that 
growth of the blinds controlled the pace of the game. 
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